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Abstract—One of the main challenges for the weather, air
quality and climate science is how to efficiently perform large
numbers of simulations of the Earth system on a variety of supercomputers. In particular, the climate community has developed
complex computational systems to obtain climate projections
and predictions. A huge amount of computational resources are
needed to produce these simulations, as well as to deal with
the data coming in and out from the models. Regardless of the
platform, climate simulations typically consist of hundreds of
programs or scripts whose workflow can be complex. In this
paper, Autosubmit, a Python-based tool that allows creating,
launching and monitoring climate experiments, is introduced.
The experiment is defined as a sequence of jobs that Autosubmit
remotely submits and manages in a transparent way to the user.
The same experiment can run in more than one supercomputing
platform and for different workflow configurations. Autosubmit
could be expanded to perform any weather, air quality and
climate experiment on any computing platform to ensure the
efficient handling of highly-dependent jobs, an optimum use of
available computing resources, and a user-friendly management
of the experiments, including creation, documentation, start, stop,
restart, live monitoring and reproduction.
Index Terms—Earth System Modelling; Climate; Weather;
High Performance Computing; Workflow manager

I. I NTRODUCTION
A number of studies already exist presenting different
tools, prototypes or methodologies to manage weather and
climate workflows across a range of platforms that might
be able to provide similar functionality as Autosubmit. Earth
system environments have been analysed in [1] and Kepler,
a general purpose workflow engine, has been proposed to
run Earth system workflows in grid computing environments
and cluster systems. More specific tools for WRF in grid
environments have been shown to be useful in [2]. Within
the IS-ENES project a prototype of grid environment for Earth
system models (ESM) has been developed [3]. However, in the
continuation of IS-ENES project, IS-ENES2, three tools used
in the weather and climate community have been retained for
assessment: Autosubmit, Cylc [4] and ecFlow [5], of which a
thorough comparison has been carried out [6].
The Cylc suite engine is currently used in weather forecasting and climate modeling. It was created by National
Institute of Water and Atmospheric Research (NIWA) from
New Zealand and it is currently developed by NIWA and

UK Met Office. Cylc is used to run time critical operational
weather forecasts at NIWA and Met Office, as well as for
research. It is also installed and used by research partners of
NIWA and Met Office, and beyond. ecFlow is a workflow
package that enables users to run a large number of programs
with dependencies on each other and on time, in a controlled
environment. It is used at the European Centre for MediumRange Weather Forecasts (ECMWF) to manage around half
of their operational suites. It is also used by the national
meteorological services in the member states who have access
to the ECMWF computing facilities.
However, some climate research centres are still not using
any workflow tool to run their experiments, making key
aspects such as the experiment reproducibility as well as the
job efficiency hard to tackle. There are historical reasons
for the underuse of workflow tools. Until recently, climate
modellers had to deal with only one model and one HPC
platform. This is changing fast due to new initiatives where
several HPC platforms, sometimes not known a priori by the
scientist, are made available. An example is the Partnership for
Advanced Computing in Europe (PRACE, [7]) in which several institutions collaborate to pool their computing resources.
Besides, workflow managers such as the ones listed above,
initially belonged to an institution and they have been designed
to run in a particular infrastructure [8], having to make an extra
effort to adapt them to each new environment. Another reason
could be that the different software design principles used are
too tightly connected to the needs of the modelling group
or the computing environment used, making the adoption of
common workflow solutions for the community a difficult task.
Autosubmit is a versatile tool to manage weather, air
quality and climate experiments in diverse supercomputing
environments. It is a Python tool to create, run and monitor
experiments by using resources available at computing clusters, HPC platforms and supercomputers. It offers support for
experiments running in more than one supercomputing platform and for different workflow configurations. Autosubmit
manages the submission of jobs to the scheduler, until there
is no job left to be run. Additionally, it also provides features
to suspend, resume, restart and extend similar experiment as
it is running at later stage.
An abstraction layer allows Autosubmit to run a series of

jobs on platforms with PBS, Slurm, SGE or LSF schedulers,
among others. It can also run jobs on any GNU/Linux machine
that can receive SSH connections and on grids via GSISSH.
Minimal requirements are needed on the HPC systems that will
run the jobs. The job submission is managed by Autosubmit
and its dependencies are dealt without user intervention.
Automatic retrials are dealt with the fault tolerance mechanism
built in Autosubmit and the user is able to rerun chunks in case
of corrupted or missing data. The specific characteristics of the
platforms are managed by Autosubmit allowing users to run
their experiments on the available machine without having to
adapt the code. Autosubmit also allows submitting tasks of the
same experiment to more than one platform. Data provenance
of the experiments is collected by assigning unique identifiers
to each experiment at the beginning and by storing information
about the model version, the experiment configuration and the
computing facilities used in the whole process.
In the past five years, Autosubmit supported more than
750 experiments, more than 25 users and more than 8 HPC
platforms worldwide. Autosubmit has been extensively used
by the EC-Earth Earth system model [9] community for
performing climate projections, historical runs and ensemble
experiments for seasonal to decadal predictions [10]. The
NEMO [11] ocean model can be run with Autosubmit to
perform ocean and sea ice simulations and to generate ocean
and ice initial conditions for climate experiments. Autosubmit
is also capable of running weather models, such as WRF
[12], to perform short range regional weather forecasts, or the
NMMB/BSC-CTM model [13] for predictions of atmospheric
chemistry transport at multi-scale. Autosubmit has also been
used to perform a vast number of small experiments to assess
the scalability and performance of those models on various
HPC systems [14].
This paper is organised as follows. An overview of the
technical infrastructure is offered in the next section. The
section III presents a brief comparison with other workflow
managers. The section IV presents an illustrative experiment
of ensemble simulations that could be run with Autosubmit.
Finally, the main conclusions and future work are included in
section V.
II. AUTOSUBMIT TECHNICAL INFRASTRUCTURE
Autosubmit consists of four differentiated components depicted in Figure 1: Documenter (a), Experiment manager (b),
Workflow controller (c) and Submitter (d).
The Documenter component is a Python module named
Autosubmit Database. It allows creating experiments uniquely
identified in a self-contained SQLite database. This database
can be shared and is extensible to satisfy community standards,
although in its default version it only contains a table of
experiments with its identifiers and descriptions.
The Experiment manager component consists in a Python
module named Autosubmit Config. The Config module is
responsible for the preparation and the configuration of the
experiment. During the preparation phase of an experiment,
this module creates a folder in a shared filesystem and copies

Fig. 1. Autosubmit components. The experiment manager is able to interact
with git and svn repositories. The submitter is built on top of the abstraction
layer that can communicate to a number of HPC platforms.

the run scripts and the source code of the tasks to be run.
It could copy them from a git repository, an svn repository
or a file system path. During the configuration phase of an
experiment, this module loads configurations coming from
a database or a file. It copies those configurations into the
experiment folder. Both the preparation and the configuration
of the experiment are defined in several INI configuration files.
Firstly, during the preparation phase, an experiment definition (expdef.cfg) configuration must be filled in to define:
• The length of the experiment in three aggregations or
families: number of start dates, number of members
within a start date and number of chunks within a
member.
• The repository containing the run scripts for the tasks
to be run. It can also contain other pieces of software
or data. It could be a git repository, an svn repository
or a file system path. When using git a branch and/or a
commit-id can be referenced. When using svn a revision
number can be referenced.
Secondly, during the configuration phase, a job definition
(jobs.cfg) configuration must be filled in to define:
• The workflow divided in sections, each section corresponding to one type of job, for example: data transfer
(a), compilation (b), initialisation (c), chunk simulation
(d), chunk post-processing (e), cleaning (f), data transfer
(g). We show an example of such a workflow in Figure
2.
• Options for each task within the workflow such as location of the script template with the operations of that
task, reference of the machine where the task will run,
dependencies to other jobs, level of aggregation or family
in which it has to run, number of processors required,
wallclock limit, etc.
In addition, a platform definition (platforms.cfg) configuration must be filled in to define:
• A section for each platform involved in the previously
configured workflow.
• Options for each platform such as hostname, loginid, computing project name, budget identifier, scratch
directory path, job scheduler system name.

Fig. 2. Example of monitoring plot of an EC-Earth experiment with
Autosubmit for one start date, one ensemble member and three chunks.
TABLE I
C ONFIGURATION MANAGEMENT OF AN EXPERIMENT TO BE FILLED IN
DURING THE PREPARATION PHASE , OR TO BE COPIED FROM AN EXISTING
EXPERIMENT.
File
expdef.cfg

jobs.cfg

platforms.cfg

proj.cfg

Contents
Start dates, member and chunks (number and length),
experiment project source origin (VCS or path)
and project configuration file path
Workflow to be run: scripts to execute, platform to use,
dependencies between tasks, task requirements
(processors, wallclock time, ...)
HPC, fat nodes and supporting computers configs, usually
provided by technicians, users will have to change login
and accounting options for HPC platforms.
Project-dependant experiment variables to be substituted
in the scripts that will run

Furthermore, an additional configuration file (proj.cfg) can
be optionally filled in with as many sections and configurable
parameters as the experiment requires. All configuration defined for an experiment can be reused for other experiments.
Autosubmit provides an utility to create a new experiment by
copying configuration files from an existing one.
Finally, during the execution phase of the experiment, all the
configurations previously mentioned are parsed by Autosubmit
at run time. It builds a complete key-value dictionary with
all definitions of the experiment coming from expdef.cfg,
jobs.cfg, platforms.cfg and proj.cfg. We show the different
required contents of the above configuration files in Table I.
The experiment could be stopped and restarted later in order
to make effective any changes in the configuration files. A
number of configuration parameters can be changed without
the need to restart the experiment (e.g. processors, wallclock
time and others).
The Workflow controller component is made of a Python
module named Autosubmit Job and a Python module named
Autosubmit Monitor. The Job module takes all information
from the Config module of an experiment and creates a directed acyclic graph with jobs as nodes and its dependencies as

arrows. Each node is given an internal identifier and contains
the relevant options defined previously. The dependencies are
also stored in the nodes as a list of parent identifiers and a list
of child identifiers. The Monitor module, during the execution
phase, is the responsible of controlling the submission of jobs
when the dependencies are satisfied. It communicates with the
Submitter component.
The Submitter component consists in a module named
Autosubmit Platform. This module is built on top of the
Simple API for Grid Applications (SAGA) [15]. SAGA is
a middleware that can connect and manage queue scheduler
systems used by HPC platforms, such as LSF, Slurm, SGE,
PBS, etc. This capability has been used in Autosubmit to
provide access to resources using special connection protocols
like ECaccess [16], a web toolkit software required to connect
to the European Centre for Medium-Range Weather Forecasts
(ECMWF) infrastructure through a gateway that is not directly
supported by SAGA. Using SAGA API and communicating
with the workflow controller component, Autosubmit keeps on
controlling the submission of jobs when the dependencies are
satisfied. SAGA also provides very good restart capabilities
and failure tolerance.
Autosubmit, additionally, has some helper modules with
utilities widely used by multiple modules, for instance Autosubmit Log and Autosubmit Date. The Autosubmit Log
module implements static methods to send errors and warnings to the log console and the log file, allowing users to
determine the log level (e.g debug, info, error, critical, etc).
The messages are shown in console using a code of colours
to make the output more visual. There are general files
for logging a running Autosubmit instance. All experiment
specific operations performed during any of the phases of
the preparation, configuration, launching and monitoring are
stored in log files into the experiment folder. The Autosubmit
Date module contains tools to manipulate the dates and make
the mathematical operations between them. It is capable to add
or subtract a certain time to a date depending on the calendar
the user has defined in the experiment (standard or no-leap)
and also operate with chunks depending on the user defined
chunk unit (it could be hours, days, months or years).
III. C OMPARISON WITH OTHER WORKFLOWS MANAGERS
This section is oriented to highlight the main strengths and
limitations of Autosubmit, comparing this tool to two of the
solutions most used by the community, ecFlow and Cylc, and
explaining why another alternative is needed. A more detailed
comparison between the three tools can be found in [6].
The first main difference with ecFlow and Cylc that Autosubmit provides is the centralised experiment repository and
the integration with version control systems. These features
improve data provenance and reproducibility with respect to
ecFlow and Cylc, as it makes easier to keep track of the exact
code that was executed. This limitation of Cylc and ecFlow
has been solved with the implementation of tools on top of
them, i.e. Rose, [17], or on the model side, i.e. prepIFS [18].

However, this approach increases complexity in the software
stack side, complicating deployment and maintenance.
Autosubmit is also the only tool that uses the SAGA
standard to communicate with the schedulers. ecFlow leaves
all the scheduler interaction to the user while Cylc uses a
custom layer to communicate with them. The use of SAGA
also allows the user to manage grid connections through
GSISSH, something that it is not supported by the other
tools. Furthermore, it allows the user to create its own SAGA
adaptors to support connection methods or schedulers that are
not available out of the box.
Another important thing about task communication methods is that Autosubmit (and also Cylc) can use a polling
mechanism to monitor job status when running on machines
with restrictive environments, while ecFlow always relies on
the jobs to communicate status changes through TCP/IP. This
requisite makes ecFlow unusable with some machines, such
as MareNostrum3, in which establishing connections to the
outside world is not allowed for security concerns.
Autosubmit also provides better abstraction from the schedulers. It only asks the user for some general parameters (e.g.
wallclock time, number of processors) and translates them into
the appropriate directives transparently. Instead, Cylc requires
the user to provide the directives for the scheduler directly, so
the user needs some knowledge about the scheduler syntax for
each different platform where the model will be run.
On the other hand, the Autosubmit workflow definition
language is limited and has no support for families (groups
of jobs that can be treated as a unit) or triggers raised on
different situations than completion. These features are present
at both other tools, as well as an operational support that
Autosubmit does not have. Autosubmit also has a cycling
pattern tightly linked to the start date, member and chunk
concepts, in contrast with more flexible approaches that the
other tools present. Cylc provides a cycling pattern that can be
over just a sequence of integers or a powerful date-time cycle
based on standard ISO 8601. It also uses the Jinja2 language
to provide scripting features enhancing its workflow definition
capabilities, although at the cost of a reduced readability.
ecFlow’s workflow definition language is not based on cycles,
but it allows to define repetitions at job or family level.
Moreover, it provides a Python API that makes the workflow
definition easy, robust and powerful.
Another weakness of Autosubmit with respect to ecFlow
and Cylc is the lack of a Graphical User Interface (GUI)
for experiment monitoring and control. Although a visual
monitoring of an experiment is possible with the monitor
command, a real-time monitoring GUI is something that can
be very much appreciated by many users. The Cylc GUI
(see figure 3), for example, can monitor a suite in real time,
allowing not only to see the experiment status but also to
change it manually. The main drawback is that when having a
high number of cycle points active at the same time, the GUI
could get slow and unresponsive. The Cylc GUI also provides
a small tool to monitor multiple suites at a time, but it is quite
limited. ecFlow also comes with a GUI (see figure 4) and can

Fig. 3. gylc suite monitoring GUI screenshot

Fig. 4. ecflowview GUI screenshot

monitor and control suites running at multiple ecFlow servers.
Suites in ecFlow are represented as tree graphs and can be
expanded and collapsed at will to show just the parts the user
is interested in. These features make the ecFlow GUI a great
tool to monitor and control a large number of complex suites
running at the same time.
IV. C ASE STUDY
In order to study the impact of increasing resolution in seasonal predictions performed with EC-Earth, two experiments,
m02j and m02s, were created with Autosubmit locally and run
at MareNostrum3. Experiment m02j was run with the standard
configuration T255L91-ORCA1L46-LIM2, which corresponds
to an horizontal resolution of approximately 70 km in the
atmosphere and 1 degree in the ocean, which translates to
about 100 km. Experiment m02s was run with the highest resolution configuration T511L91-ORCA025L75-LIM2, which
corresponds to an horizontal resolution of approximately 40
km in the atmosphere and 0.25 degrees in the ocean, about
30 km. Both of them started from the ERA-interim [19]
reanalysis for the atmosphere and GLORYS reanalysis for
the ocean and sea-ice components [20]. Each experiment
consists of 10 members of 4-month length for 34 start dates
(every first of May and November of every year between
1993 and 2009). Therefore, each experiment consisted of 340
independent simulations of 4 months, which is equivalent in
cost to running a single simulation of approximately 113 years.

Fig. 5. Mean systematic error for the sea surface temperature over the Juneto-August period obtained from the experiment performed with the standard
configuration of EC-Earth initialised on the first of May of each year over
1993-2009. The observational reference has been taken from the ESA CCI
dataset.

Fig. 6. Mean systematic error for the sea surface temperature over the
June-to-August period obtained from the experiment performed with the high
resolution configuration of EC-Earth initialised on the first of May of each
year over 1993-2009. The observational reference has been taken from the
ESA CCI dataset.

processing followed by a plotting task to visualise some results
were launched to a fat node. In summary, Autosubmit ran 2381
jobs for completing each experiment, where 341 jobs were run
at the local machine, 1360 at MareNostrum3 and 680 at the
post-processing fat node.
Performing these two simulations without Autosubmit
means having to deal with a large number of simulations one
by one separately. It is important to note that in this case
only one chunk is run for each simulation, so there is no
way to reduce the number of jobs needed by using larger
chunks. This considerable effort is reduced to a minimum
by using Autosubmit, as the user is only required to monitor
the experiment from time to time to be sure that all jobs are
executing properly instead of having to submit and monitor
each individual job by hand.
From another perspective, a large amount of space is needed
in the filesystem to store the outputs of the simulations.
The standard resolution experiment (m02j) was configured to
produce an output of 3.5 GB and to keep restart files of 2
GB for each independent simulation. The highest resolution
experiment (m02s) was configured to produce an output of 35
GB and to keep restart files of 25.4 GB for each independent
simulation. In MareNostrum3 the quota limit for the research
team group is set to 35 TB. In total m02s executed 340 simulation jobs, so it means that only one experiment like m02s could
be run at the same time by members of the same team risking
to exceed the quota. Similarly, only 18 experiments like m02j
could be run at the same time by members of the same team
risking to exceed the quota. This problem is overcome by using
the automatic post-processing, cleaning and transferring tasks
after each independent simulation defined in the Autosubmit
experiment workflow.
V. C ONCLUSIONS AND FUTURE WORK

The increase of both horizontal and vertical resolution from
experiment m02j to experiment m02s resulted in an improved
representation of the coupled fields, as can be seen in Figures
5 and 6, where a decreased systematic error can be found
for the higher resolution experiment, m02s, especially in the
tropics. These results illustrate one of the benefits of using
higher resolutions model runs, despite their higher cost. The
results of these experiments, which include better forecasting
skill for the Indian Monsoon, are presented in detail in [21].
Each experiment started with running local-setup and
remote-setup to deal with data transfer and compilation tasks
respectively. In these experiments, immediately after an independent simulation, a post-processing and a cleaning task
were run. The initializations of the simulations were launched
at the beginning of each independent simulation. The data
transfer of the model output was done at the end of each
independent simulation and simultaneously with the running of
other simulations, which limits the pressure on the working file
systems, while takes advantage of all the available bandwidth
between the remote and local platforms. As soon as the outputs
were available in the local storage, an additional local post-

This paper briefly described the main components of Autosubmit, which is an object-oriented Python application for running indistinctly various weather, climate and air quality workflows (for models like EC-Earth, NEMO, WRF, NMMB/BSCCTM), general enough to be used in a diversity of HPC
platforms. Autosubmit is a portable, modular and user friendly
tool. Several Python libraries are being used and Autosubmit
is making the most of them (e.g. SAGA).
To illustrate the benefits of Autosubmit, a climate prediction
case study with two seasonal climate prediction experiments
has been used. The aim of these two experiments was to study
the impact of running EC-Earth3 with two different model
configurations available. In this case study, a large number
of simulations were performed by the research team members. Furthermore, there is an increasing need of including
post-processing, cleaning and transferring tasks in a typical
workflow to be run systematically. Therefore, having a limited
amount of computing time, limited amount of space in storage
systems and existing quotas on supercomputing platforms, the
usage of a workflow manager is essential to achieve a better
resource management.

Operational forecast centers or national weather services
like the UK Meteorological Office or MtoFrance have considerable budgets to build and maintain their own HPC facilities.
By contrast, research institutes or university laboratories have
to compete (and be successful) in open calls from national,
European or international networks such as RES, PRACE or
INCITE that provide access to tier-1 or tier-0 supercomputing
resources all over the world (MareNostrum3, Archer, Mira, K,
etc.). This different working environment explains the need
of being able to submit jobs in batch mode to a diversity of
supercomputing environments. Indeed, at that point it is easy to
understand the advantages of Autosubmit, a workflow manager
that makes the access to different supercomputers transparent.
Further enhancements of Autosubmit are already in preparation. In the next major release, an interface with the ecFlow
Python API [5] will be added as part of the Autosubmit
Workflow controller component. Upcoming releases will be
focused on the development of a system of plugins to enhance
the Autosubmit documenter to better document experiments
of different scientific fields. As an example, Autosubmit will
be able to send EC-Earth experiments documentation to the
on-line Earth System Documentation project using the es-doc
Python API [22].
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